
5. Implementation, Testing and Feedback 
This section looks at how the tool was produced, noting how well it functioned and 
what the client thought of the first releases.  The tool has been the product of a 
feedback loop between the Client and Developer, so the requirements and design have 
changed every so often, and correspondingly so has the implementation. 



 

Select Mode: 
Clicking lines toggles their 
selected state, alternatively 
lines can be selected by 
right-clicking in any mode 
or all lines selected with the 
middle mouse button. 
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Final image in a user-
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to 1:1).  This pane can be 
edited. 
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Scale Slider  

Draw Mode: 
Using the left mouse button 
in an image pane drags out a 
line, or two clicks define a 
line. 
 
Edit Mode: 
Hovering over a line 
highlights it, hovering over a 
point rings the point.  
Highlighting is visible in 
both images.  Click-dragging 
points redefines where the 
line starts and ends. 
 
Image A: 
Starting image in miniature.  
The user can edit in this 
pane.  The image is sized to 
fit entirely within the pane. 
 
Draggable Divider  
 
Zoom: 
Non-editable pane shows 
area under the mouse 
(represented by crosshairs) in 
greater detail, especially 
useful if editing in Image A. 

Figure 5.1, Main Window.  The main window of the morphing tool first releases. 



5.1. Implementation 

5.1.1. First Generation 
The first release of the morphing tool was made available shortly after the start of the 
project, and following the initial release upgrades were made available at roughly 
weekly intervals until release 5b.  By the end of the first generation of releases the 
program supported full specification of features, loading and saving of images, frames 
and projects, configuration options including global weight parameter adjustments, 
rendering of specified frames in a morph or warp sequence, a batch render option, and 
automatic reporting of unexpected exceptions. 
 
As with implementing most algorithms, we noted that [BEIE92] hadn’ t provided full 
details of their morphing algorithm since it was unclear what happens at the end of the 
directed line segments – are they extend to continue indefinitely, do they stop abruptly, 
or does the distance from the segment stop being a perpendicular and start being radial 
about the end?  Since the first would eliminate localised control and the second would 
be discontinuous perpendicular to an end (likely to result in ghosting) we have 
implemented the third, which is also the most consistent with the field analogy. 
 
A library of components was constructed from which the user interface was built.  This 
included enhanced buttons, toolbars, a drag-pan button and an image component which 
had inbuilt support for alignment, scaling, ensuring a specified point is visible (central 
if possible) and allowing the overlay of other graphical elements, such as the crosshairs 
in the zoon pane and the vector features.  The main window is shown in figure 5.1. 
 
Each feature is identified by an object.  This allows two features with the same object 
key in different images to be associated, and allows for objects to be arranged in 
complex structures (such as hierarchies) whilst still having a convenient user 
representation (using the t oSt r i ng( )  method). 
 
The render dialogue has a hybrid slider that, instead of specifying the distance through 
the morph, specifies the ratio of the hybrid that will be produced.  As a by-product of 
the morphing facility the option to produce warps was also made available.  This was 
initially done through three render buttons, but observation of the client showed that 
this served to confuse, so this was replaced by a single render button and a render type 
drop-down, though direct renders are available from the menus.  Also in this dialogue 
is the option to save the result as a JPEG image or a frame, which can later be loaded 
back into the editor and used as the basis of another morph.  A batch option allows the 
user to specify a base file name and a number of frames then leave the program to do 
the work.  This is particularly useful to the Client since they are generating a sequence 
of intermediates at 10% intervals.  Since the rendering is quite slow the batch option 
means they can leave the computer unattended while it works rather than having to 
repeatedly pop back to render an intermediate at a time. 
 
By modern standards rendering was slow.  While the code was a fairly straightforward 
adaptation of Beier and Neely’s technique [BEIE92], there are some possible 
slowdowns in the routine: 
 

ƒ� Rendering was designed to operate as a separate thread so that a concurrent 
thread could inform the user of the rendering progress (though investigation 
showed that the interface wouldn’ t update during a render, even if the 
rendering thread was forced to yield).  Making the thread safe for multitasking 



meant that certain variables required a monitor to control access.  This can slow 
programs down several times. 

ƒ� To ensure high quality morphs double precision floating point numbers were 
used, though this still resulted in distortions on image warps in which no 
features were moved.  Single precision arithmetic is faster than double 
precision. 

ƒ� Images are rendered in colour.  While the Client will convert their images to 
greyscale it seemed somewhat restrictive to only produce morphs in 
monochrome.  Since most of the calculations are performed calculating the 
inverse pixel mapping location, interpolating three colour components isn' t 
going to be much slower than converting to greyscale and interpolating a single 
component, though manipulation of an 8 bit greyscale image might be faster 
than that of a 24 bit colour image. 

 
Worthy of note is the preview feature.  A problem with the main render option is that it 
can take in excess of a minute to render a modest frame.  After reviewing the code we 
were able to confirm that the speed issue was related to the point source location 
calculation rather than the plotting, and it seemed to be little that could be done to 
optimise the routine without significantly affecting how it operates.  Instead, we noted 
the relatively low cost of plotting and relatively high cost of the point calculations.  
Speed could be maximised if point calculations were minimised.  Since fields tend to 
be continuous, the weighted average offset for one pixel will be very near to the 
weighted average offset for a pixel adjacent to it.  In fact, almost any group of pixels 
not exceptionally close to a vector will have similar offsets.  This means that for a 
fixed block of pixels we can calculate the offset of one pixel and assume that the same 
offset can be applied to all the other pixels in that group, so effectively a chunk of one 
of the keyframes will be copied onto the render.  There are many ways to enhance this, 
but for a quick preview it works relatively well.  To informally prove the validity of 
this approximation we can take a block that is positioned relative to a single point and 
let its size tend to one pixel, resulting in the same image that a full render would 
produce (i.e. one point calculation per pixel). 
 

 
Figure 5.2, Morph Render  Modes.  The render on the left took 38s, the preview on 
the right took 2s at a resolution (square block size) of 50.  The image size is 400×400 

pixels and comprised 7 line features, most densely around the nose. 
 



Figure 5.2 shows a comparison between a fully rendered hybrid (1 pixel per block) and 
a preview render consisting of 64 square blocks of offset (2500 pixels per block).  The 
full render is nearly 20 times slower than the preview, which looks reasonable and can 
be set to automatically update as the ratio slider is dragged.  Note that as the nose has a 
high density of features it is one of the least well-previewed parts on the image.  As the 
number of features increases the block size should decrease (to maintain a reasonable 
quality), which will result in the preview taking longer. 
 
Due to the progressive nature of the project it may be desirable to open data files from 
early versions of the tool in more recent versions, and possibly the reverse.  This 
requires a modular file structure.  Many such formats have become popular over recent 
years, most notably XML, though this offers no satisfactory way of storing binary 
graphics.  It was decided that the best way to save files would be to package together 
components in a zip archive.  Images would be saved within the archive in PNG 
format since it is royalty-free and offers good lossless compression.  In addition, data 
files would be saved in a loose XML format, both for identifying images in a project, 
and for identifying features on an object.  The XML format lends itself to hierarchical 
object structures, making it easy to represent feature hierarchies in future releases.  
While Java has inbuilt support for zip and PNG files it was necessary to create an 
XML parser. 

5.1.2. Second Generation 
The second set of releases paved the way for automation by expanding on the concepts 
of first generation in more general terms.  Results could now be rendered directly into 
the workspace, and a morph could be specified between any two images. 
 
A number of changes had to be made to the second releases: 
 

ƒ� The multiple document interface was taking too long to develop and hindering 
the main thrust of the project.  While it has since been smoothed out somewhat, 
the interface upgrade had to be stopped in order to focus on other aspects of the 
project, though this restricted other aspects of the work. 

ƒ� Hierarchical labelling is catered for in saved frames, but this would require 
activatable screen frames that would be difficult outside of the multiple 
document interface. 

ƒ� Without the hierarchy features cannot be grouped, resized collectively or 
exported as a template, hence template facilities will be significantly restricted. 

ƒ� @@@ Automatic Feature Detection @@@ 
ƒ� @@@ Autocorrespondence @@@ 

 
@@@ Pseudo code for rendering, morph extending warp, ..? @@@ 
 
@@@ UPDATE WITH LATEST ON AUTOMATION @@@ 
 



 Figure 5.3, Second Generation Inter face.
and any number as mirrors
mirrored frame.  In the first set of releases image A was the source, image B was the target, and both 
were implicitly mirrored. @@@UPDATE SCREENSHOT@@@
 

 
Figure 5.4, Second Generation Render  Dialogue.  The morph render dialogue is functionally similar 
to the one in the first set of releases, though this one allows the source and destination to be selected 
from drop-down menus and warping isn' t available from the same dialogue. 



5.2. Testing 
@@@ TEST RESULTS BASED ON SECTION 3 @@@ 

5.3. Client Feedback 
Due to the necessity to work closely with the Client we have been receiving feedback 
on the program since the first releases.  We also had a session during which there was 
the opportunity to informally observe the Client using the software.  This highlighted 
some minor problems and helped to prioritise planned changes, including: 
 

ƒ� Ensuring that features are always visible on images. 
ƒ� Implementing some keyboard shortcuts, such as delete. 
ƒ� Filling ‘empty'  pixels with a background colour to hide any discontinuity. 
ƒ� Hiding some interface components, and making others more prominent. 
ƒ� Providing labels to describe the rendered image. 
ƒ� Prioritising the need for a selection mode. 
ƒ� Using a single render button rather than three for warps and morphs. 
ƒ� Some bugs were identified and traced. 
ƒ� Some passive feedback areas of the user interface were made more responsive. 

5.3. User  Acceptance Testing 
The Client was happy with the tool and generally impressed with the results.  Each 
render took about 3 minutes, which would equate to about 12 hours of rendering 
without including time specifying features or the client' s iterative approach of 
rendering intermediates to determine image features that remained to be registered.  
This is clearly a lot of time, and something that could be considered less than 
satisfactory.  The slow rendering time also had the effect of limiting the number of 
features that the client would define on the images to about 44. 
 
Ghosting was evident in some images, requiring careful cropping and leaving uneven 
outlines around some faces, reducing the reliability of the Client' s study.  Ghosting 
was particularly evident around the eyes.  This might have been due to the way 
features were specified in this region, which would have many vectors densely packed 
and in competing directions.  The client deemed seven images were too heavily 
ghosted and as a result excluded in 21 images. 
 
Despite the Client using a computer with a permanent Internet connection and making 
significant use of the tool only a handful of automated error reports were received.  In 
most cases the error would not have prevented the Client from continuing their work 
with the tool, and some reported errors were the result of the error reported 
immediately before.  Reported errors were fixed in the next planned release, or sooner 
if they were particularly significant.  The tool was written to report a maximum of 
three errors per session (in case exceptions were repeatedly thrown within a loop), but 
the relatively few error reports filed suggests the software was reasonably robust 
considering its transitional state.  Unfortunately, it is a failing of the tool that any 
errors were reported. 
 
The Client produced satisfactory morphs that were used to successfully collect data of 
statistical significance, but they suffered from slow rendering and excessive ghosting 
in seven of 252 morphs.  (Much of this section is based on [HALL04]) 
 


