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Abstract

This project examines morphing techniques used to transform one image into another
and then moves to create atool using such methods to produce hybrids of animal and
human faces for use in aresearch project. We start by mentioning some of the uses of
morphing and move on to look at specific warping techniques used to produce a
morph. By analysis of the client’s requirements we then start to build morphing tool
upon which we will add features to simplify the process of specifying the morph, with
aview to automation.

This interim report charts the progress so far.
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1. Introduction

1.1. Warping and Mor phing

Morphing is a common abbreviation of metamorphosis, derived from the Greek
metamor phoun, meaning to change shape or form, and used principally in Biology to
mean “a change in the form and often habits of an animal during normal development
after the embryonic stage” [AMEROQO]. This definition has been expanded in common
language to include any transformation, “as by magic or sorcery” [AMEROQOQ], whichis
particularly apt as the first computer-generated morphing program, morf [ANDESO

cited in HALL92], was used to —
transform awitch in the 1988 film our i |
“Willow” [ILM88]. megs | Warp >

Although this project is about morphing,
much of the work relates to warping,
which underlies the whole process.
Warping, meaning 2to turn or twist out
of shape; esp. to twist or bend out of a
flat plane by contraction or otherwise®
[WEBS98], is used to manipulate the
shape of theinitia form into the shape of
the final form. When this effect is
applied to two images, one starting in its .
normal shape and the other finishing in Figure 1.1, DefiningaMorph. A morphisa
itsnormal shape, ablendisall that is blend between two images whose features have
needed to produce the metamorphosis, as ~ Peen aigned with image warps.

described by figure 1.1.

Blend

Target
Image

1]

1.2. The Emergence of Morphing

If you were to stop somebody on the street and ask them what morphing was, the
chances are that they would know, or at least that they would recognise the effect when
described to them [HALL92]. Throughout recent years this Computer Graphics
technique has saturated society, most abundantly in the Entertainment and Advertising
industries, and Morph has been the name of various characters, such as the plasticine
animated figure used as afiller on numerous BBC art programs since 1978 [TOON],
and a computer games character that could switch between various states, as well as
being the specia ability of the ‘ Power Rangers [SABA93].

In the early days of cinematography directors were restricted to optical effectsto
represent transformations, such as fading between two images using a smooth
transition (e.g. [MEL104]) or rippling effect, or simply by cutting between scenes.
These provided less than convincing transformations, especially when the same
devices are used for other purposes, such as switching scenes or denoting the | apse of
time. For many years the only other approach was to use clever cuts or frame-by-
frame stop motion [BEIE92], though eventually more advanced facilities arrived,
enabling a particle-based decomposition/reconstruction of images. The late eighties
introduced a solution to earlier problems in the form of mesh-based morphing
performed by computer [WOLB90]. This process was labour intensive asit relied on
artists picking out corresponding points in the two images, and then required
substantial power to render.

-1-
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As the years have gone on techniques have improved and morphs can be generated
quicker and with more control, for example, in Michael Jackson's 1991 2Black or
White? music video [JACK91] morphing is performed between several dancers whilst
in motion and with different features morphing at different rates [BEIE92].

1.3. Applications of Morphing

Polymorphing allows several images to be merged simultaneously [LEE98], as used by
the BBC to find out what the average Dave Gorman looks like. Warping can be used
to make shapes tessellate convincingly [KAPLOQ], and can be used to manipulate
photographs to produce agents that move their lips and vary their facial expressions,
e.g. [BUTTO3].

An increasingly popular area of morphing called view morphing [SEIT95] involves
taking a scene and spinning it around by ‘filming' using a‘virtual camera’, used to
great effect in GAP adverts. Another example of this occursin the 1999 film “ The
Matrix” [WB99], in which actors are simultaneously filmed in a circular Chromakey
well by 120 evenly spaced cameras. This system, known as Flo-Mo, givesthe
appearance of a camera spinning around a moving subject, but view morphing is still
required to make the animation sufficiently smooth [PHOTO02], otherwise the sequence
isjumpy, asin adverts for Center Parcs. Related work allows for navigation through
photorealistic environments [CHIA98], and it has even been proposed that video
sequences can be compressed by |etting a morphing algorithm cal culate intermediate
frames [SIEW].

Morphing needn't be confined to images, and it is increasingly being used to transform
between 3D models by interpolating between surface points whilst blending the
surface texture. Care must be taken to prevent the object’' s shape folding in on itself,
and problems can arise if the topologies are radically different, such as atorus—which
has a hole — being mapped to a cube. Both 2D and 3D forms of morphing were used to
good effect in @Terminator 2° [ORIO91].

In addition to these graphical approaches variants on morphing are constantly
emerging, including tools that morph handwritten text into the recognised characters
[ARVOO0Q] and systems for morphing sound.

1.4. Morphing and Psychology

One of the most traditional uses of the image morphing techniques involves turning
one face into another. Such techniques can be used in genealogy to create a hybrid, or
to calculate an intermediate age [LEE], and may be useful in police photo fits of
missing people. These redlistic intermediates alow investigators to work with
concepts that would be virtually impossible to introduce in the real world, for example,
patterns can be established in peoples perceptions of how “cute' intermediate cars are,
allowing advancements in product design and persuasive advertising [CHENO3].

Our task isto build a morphing tool to be used for a similar purpose by generating
intermediates of animal and human heads, allowing Sheffield University' s Psychology
Department to determine how we process faces;, how human does aface need to bein
order to be recognised as human?
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The program that must be built requiresthat it is be able to generate ssmple and
effective morphs between images in adomain of faces with relative ease, speed and
flexibility. The user interface should be as intuitive as possible and utilise knowledge
from the domain to accel erate the process of specifying the morph. To do this we will
undertake areview of related literature and determine the requirements of the
Psychology Department in order to produce a product appropriate to their needs and
within the required constraints.

1.5. Subsequent Chaptersin Overview

In the next few chapters we will expand on work relevant to this project, and in
particular, morphing techniques that can be applied to faces. The next Chapter reviews
some of the major literatures in the area of image morphing and the unique problems
that go with them. We then proceed to investigate some concrete implementations of
these algorithms in selected software products, and highlight any good attempts made
to overcome problems. Chapter 3 looks specifically at what the Client wants from the
software and how earlier techniques can be used to provide asolution. Theseideas are
further developed in the Chapter 4, in which we outline the design strategy and
selected features for the software product. Chapter 5 provides preliminary details of
the implementation and the testing of both functionality and user acceptance. Finally,
Chapter 6 provides an overview of the work so far and also looks at what work still
needs to be done.

2. A Review of Related Work

Morphing and warping can be thought to lie at the heart of computer animation, one
frame being little more than a manipulation of the one preceding it, so unsurprisingly
there is awealth of information about and relating to computer morphing. The
following sections take alook at some of the most significant papers, techniques and
programs, though this survey is by no means exhaustive.

2.1. Warping Techniques

There are many techniques that have been used to specify warps, starting with
algorithmic distortions and advancing to more feature-oriented approaches. This
section discusses the major families of techniques that can be used to align features
with particular locations, along with examples and related literature.

2.1.1. Patched Surfaces

Early warping techniques viewed images as a "quilt' with patches. Solong asthe
patches remained joined with common edges and vertices the quilt would remain
consistent due to the piecewise continuity, as shown in figure 2.1. This alows many
geometric distortions, such as affine transformations on triangles where a triangul ation
is calculated from points and pixels are then relocated using barycentric co-ordinates to
map between the source and target triangles. Simple quadrilaterals may be split into
triangles this way, though the resultant seam is made obvious by an abrupt change in
the direction of the image flow, most noticeable when the ratio of the triangle areas
changes or when either of the two vertices opposite the triangles common edge are
moved significantly. Linear interpolation and perspective mapping are found to
generate better results within quadrilaterals, but the lack of smoothness between areas
remains visible, and one of the best ways to tackle the problem is to subdivide into
smaller shapes. Triangulation techniques remain popular, and there are severa
techniques to increase realism, such as[ALEXO0Q].

-3-
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With these techniques, and all those following, cases of leakage can occur if a
foreground image is being warped and the background is on the same layer, forcing the
background to be warped as well [GOME99].

This type of warp is commonly used in texture mapping, enabling the user to select
points on the texture to pair up with vertices on a 3D model.

At this point we introduce the notion of forward and inverse mapping. Intuitively an
animator will think, @If I move this control point, where and how will this feature be
drawn on the resultant warp? This encapsulates the notion of forward mapping + for
each point in the source image alocation in the target image is determined by mapping
apixel onto aquadrilateral,
which isthen warped. Mapping
pixels as-iswould result in holes
and overlaps. Each pixel inthe
target could be mapped to by
any number of pixelsinthe
source, so these must be
monitored until al rendering
has completed, at which point ]

the resultant pixels can be Figure 2.1, Patched Surfaces. If apatch structure isn't
determined. Wolberg changed then the problem can be broken down into mapping
[WOLB90] notes that one-to- one shape onto another.

many mappings require a higher sampling rate in order to look acceptable.

An alternative approach is inverse mapping, which decides from where on the source
image each pixel in the target image should come. This method guarantees no holes
within the distortion of the source image and allows a pixel to be drawn as soon as it
has been calculated. Rounding to the nearest pixel in the source image can lead to
jagged aliasing effects, a higher sampling rate or interpolation is required to smooth
the output. Also, while forward mapping allows one resultant pixel to correspond to
severa input pixels, inverse mapping allows several output pixels to correspond to one
input pixel. We examine these effects later in this section.

2.1.2. Spline M eshes

In Wolberg' sinfluential book [WOLB90] he details a scanline-based mesh warping
technique that can be thought of as an extension to earlier techniques. 2A great deal of
simplification is possible when aregular structure isimposed on the points,° notes
Wolberg, though the images to be warped rarely exhibit such order.

In the technique a mesh of patches are formed from global splines running between
opposite edges of the image, with control points at the intersections.  The control
points can then be aligned with corresponding features on each image, providing that
lines don't cross and intersect where there were no control points. Any control points
on the image edge are anchored to those edges (or fixed at corners). Sincethe
interpolation is between curves the control lines aren't as obvious asin linear
approaches. The linearly separable nature of the splines allows a two-pass scanline
algorithm for evaluation by generating rows of pixels with the vertical distortionsin
the first pass, then applying the horizontal warp to generate columns of pixels from the
intermediate, as shown in figure 2.2.

-4-
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The approach isintuitive, especially when the B-splines or similar curves are used to
allow local control of points, but does suffer from some quality problems. For
example, in aclockwise rotation of a square approaching 90° the entire top row will be
mapped to asingle pixel in the first pass, and then stretched in the second half,
severely affecting theimage. Thisis the bottleneck problem, and can be thought of as
a many-to-one mapping followed by a one-to many mapping, where insufficient data
exists to reconstruct theimage. Thisis made all the worse since we're

working in adiscrete domain. Reversing the order of the
passes or working on the image transpose can help correct
the problem, as can upsampling, but these still exhibit
problems. Wolberg proposes a solution that involves
performing two renders and selecting the pixel with the
lowest rotational component for the final image. The
obvious downside to thisisthat computation timeis at least
doubled. Itisaso possibleto perform thewarpinasingle
pass and avoid this problem.

The two-pass scanline algorithm is efficient and practically
independent of the number of control points. With inverse
mapping the time taken by the algorithm is proportional to >

the number of pixelsin the target image, but an unfortunate
flaw in the scanline approach is the assumption that each 1D

line can be warped independently, when in reality we } <

perceive pixels as groupsin 2D space. Extreme shears and

similar distortions may cause these groups to break up due to
undersampling of the data.

Another problem is foldover in which the scanline may

double back on itself resulting in multiple points mapped to

one pixel. Wolberg proposes a method to decide which point /
should be plotted.

Figure2.2, Mesh
Warping. Start with the
One of the major problems with the spline mesh isthat it top image. Inthefirst pass
imposes order on theimage. This may mean that some parts ~ onedimension is distorted
of the image have too many control points and others don't (middle), inthe second
have enough. It isalso hard to morph diagonal lines due to pass the other dimensionis
. g - ] distorted to yield the
the horizontal and vertical nature of the splines. While they resultant warp (bottom).
can be rotated to better align with image features, this
increases the likelihood of bottleneck artefacts. These aspects restrict the expression
available to the animator and require more skill in order to pair up non-features. Beier
and Neely highlighted this problem and likened it to pushing arope: 2Something is
aways forced where you don't want it to go.° [BEIE92]

Wolberg' s spline mesh method has been extended to 3D with a three-pass system
operating on voxels comprising an object.

2.1.3. Field Morphing

Beier and Neely devised a feature-based approach [BEIE92] that used fields around
directed lines to control the morph. As each line interpolates between images, pixels
are pulled and pushed according to the field. Pixels on the line will follow the directed

-5-
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lines almost exactly, whereas more distant pixels may be influenced to asimilar degree
by several fields. Each field affects every pixel, but the strength falls off with distance
fromtheline or line ends. This gives the animators a good mental model of how the
animation will work, and is more expressive than the spline mesh, allowing control
whereit is needed.

Individually each line has the ability to rotate the image by turning the line, stretch the
image along the vector by lengthening it, and transate the image by moving the vector.
Pixels are located relative to the length of the line, with u=0 at the start of the vector
and u=1 at the end, extending out for pixels not parallel to the line, and v being the
absol ute signed perpendicular distance from the line. In the single line case 100% of
the field affecting each pixel isfrom the vector (assuming the field strength never
becomes zero), and so the line affects each pixel with equal strength, resulting in an
affine transform.

Curiously, Beier and Neely claim that warps work better with v absolute and not
proportional, and prefer linear interpolations of lines to length-preserving rotational
interpolations. In contrast, [GOME99] described non-linearity as one of ten principles
required for a good morph.

Thefield strength is used as a weighting as to how much each line controls the
combined target image. Beier and Neely propose aweight that decays gracefully with
distance and allows control over smoothness and how line length affects field strength.
These weights are used to average out the individual lines' preferred target pixel
locations in Cartesian space, yielding the final pixel mapping. Figure 2.3 shows how
the single-line images are merged using field strengths to identify the source pixel for
the target mapping. An unfortunate result of thisis that multiple line warps cannot
generate affine transforms such as shears using two lines. Using aweighting function
with a constant decay rate applied to parallelogram framing the area being distorted
may yield a closer approximation, but these fields would still influence and be
influenced by other fields. The morphing framework in [MILLO2] proposes a solution,
but any such affine extension will intrinsically shatter the field model for the animator.

Figure 2.3, Field Morphing. A pixel p’ inthe target image (left) isfound by converting to
the (u,v) coordinate system for each line (v absolute, 0" u” DR WHYHARU WDV RP 1Q) \R
the (u,v) coordinate system for the corresponding linesin the source image (right) and
calculating the weighted average of the resultant pointsto find p.

A problem with the weighted average approach is that the direction of the pixel
selection may reverse asfield strengths vary, resulting in the same part of the image

-6-
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appearing more than once in the warp. This ghosting can be visualised by the rubber
sheet analogy. If the image was placed on arubber sheet then it could be distorted by
stretching parts of the sheet, representing Wolberg' s spline mesh, but if we take this
sheet to be silver and reflecting an inversion of the image, with the sheet being
distorted by pulling and pushing the surface, then parts of the surface will start to
reflect themselves, resulting in the same part of the source image appearing in different
parts of the rendered image. This one-to-many mapping can be thought of as
complimentary to the foldover problem, which is a many-to-one mapping. Another
problem isthat the suggested weight allows a case where two overlapping lines each
have infinite weight, though this can be easily avoided with careful parameterisation.

The multiple line technique illustrates a move away from the precision control
provided by the mesh-based approaches. While in many ways the feature-based
approach offers more control, it doesn't guarantee to move feature along with its
vector unless that vector is the only one contributing to the field strength. For agood
warp pixels aong avector will be influenced almost entirely by that vector' sfields and
barely at all by surrounding fields. If the surrounding fields contribute significantly to
the field along another vector then that vector is of limited use in controlling the warp.
For this reason good weight functions have near-infinite strength on the vector, and fall
to near zero strength. The distance over which this happens denotes the local or global
control of avector, and the gradient of the weight function determines the smoothness
of the distortion.

It isworth noting that somewhat more realistic morphs can be generated with this
approach as the interpolation isn't constrained by image boundaries, but this means
that the rendering may produce images where content outside the original image has
been “pulled’ onto the screen. If thisis undefined then the fully rendered rectangular
areawill be less than either of the original two images, and in the case of a badly
specified morph the two rendered areas may not even overlap. A more constrained
warp can be generated by “framing' the image border with feature lines and leaving
them in the same place throughout the morph.

Beier and Neely's paper provided 2a significant step beyond meshes,® according to
Wolberg [WOLB96] (who cites ghosts as afailing, but overlooks the problems with
his mesh approach), though they approach the subject from aless mathematical point
of view. This perhaps makes the paper more accessible, but the greater difficulty in
expressing the algorithm in simple mathematical terms means that we don't know
precisely what conditions in the feature specification yield poor results, or how these
could be overcome beyond the guidelines already given about crossing lines, though
from my observations trouble results when lines are significantly rotated, swapped or
their ends move closer.

While this algorithm is simple, expressive, and quick to implement, the rendering
speed is proportional both to the number of pixelsin the target image and the number
of vectors, so an image with alot of detail will take along time to render.

Like the spline mesh technique, field warping has been transferred to three dimensions
in much the same way asits 2D implementation, for example, skeletons can be used to
control object structure, and other similar techniques exist, such as wires [SING98].
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2.1.4. Scattered Data and Techniques Inspired by the Physical World

Most of the more recent techniques make use of scattered data points to specify the
morph. The model is that the points specify a surface for the image and its distorted
counterpart, and the warp simply interpolates the surfaces. While there are severd
techniquesin thisfield, including radial basis functions, thin plate splines, and energy
minimisation, we shall primarily consider atechnique that attempts to solve problems
in these approaches.

[LEE95] attempted to find solutions to three problems + feature specification, warp
generation and transition control. The first approach was to use snakes to specify
features. These are curves drawn by the user with several anchored points + the paper
suggests 20 + which align themselves on the edge of extreme gradients as calculated
with a Gaussian blur followed by a Sobel edge detection filter so asto minimise the
spline' senergy. The result isasmooth interpolation of acontour. The paper states,
aThe spline energy serves to impose a piecewise smoothness constraint on a snake.
The image forces push the snake towards salient image features such as lines, edges,
and subjective contours.® The downside to thisisthat many features that aren't as well
defined may lead the snakes to dlither off course, or even not be detected. Thiswould
clearly hinder feature specification. The number of sampled anchor points may also
need to be adjusted depending on the detail of the features specified.

The snakes specify awarp inspired by freeform deformations, in which a bounding
parallelepiped is deformed using localised B-splines, causing asimilar distortion to its
contents. Leeet al. apply their algorithm incrementally, each iteration at a higher
resolution than the previous one until the deformation sufficiently approximates the
one specified by the animator, hence the term multilevel freeform deformations. This
particular approach is beneficial asit guarantees a one-to-one mapping. The paper also
proposes a hybrid technique in which the MFFDs benefit from the natural appearance
of energy minimisation techniques but don't suffer the computational costs to such a
degree. Transition control uses similar ideas to those in the warp generation.

2.1.5. Overview of Major Techniques

The simplest warping agorithms that allowed feature alignment worked by dividing an
image into a patchwork of primitives, each of which could be quickly reshaped and
combined to generate the warp. Thiswas quick, but mesh warping provided better
quality morphsfor alittle less flexibility. Field morphing was more intuitive and
offered greater control at the cost of greater render time due to increased complexity.
These trends of increased control at the cost of a more complex agorithm continued
with scattered point agorithms, which started to offer more predictable results to the
user. The freeform deformation and snakes paper [LEE95] redressed the balance,
reducing complexity and increasing speed. Thereisalso an increasing trend towards
automation, highlighted by using snakes for visualisation and specification.

The way these techniques have treated images has also changed. Initidly they were
patches of data, which then became a rubber sheet, and then could be influenced by
fields, starting to model real world factors. Thiswas followed by energy minimisation
approaches, and later freeform deformations * originally a 3D technique. Future
techniques may use knowledge about the images to better understand how they can be
transformed.




2. A Review of Related Work Page 9

All techniques have their problems, mostly caused by either extreme distortions or
non-one-to-one mapping of points, but recent techniques attempt to address both of
these issues.

2.2. Morphing Software

In order to solve a problem it often pays to investigate how other people have gone
about solving the same problem. The following sections ook at some existing
morphing software and identify distinguishing features in the morphing techniques
employed and the user interface. In many cases the balance is biased to either a good
user interface or a good morphing technique.

2.2.1. Morpheus

This program [MORP], which takes its name from a character in The Matrix series of
films, has two modes of operation + one for beginners and one for normal use. Both
look identical apart from slightly altered menus. The screen itself simultaneously
shows the two source images with an optional preview between them, as shownin

Morpheus by ARK v1.75 {build 2300) _|of x|
File Pictre Zoom Dobs Render Window Help

ﬂl@lﬁ R ‘ i - 50 Flamesla_ﬂ

Figure 2.4, Morpheus. Previewing a morph, showing “dots and the Delaunay triangulation.

A simple texture-based morphing technique is used which involves performing a
Delauanay triangulation on the coloured dots that the user has dragged onto the
images, and then interpolating between the triangles using barycentric coordinates to
locate the pixels.

The dots can be dragged around, either individually or as a group, but not all the dots
show up particularly well on all images. A number of predetermined colour schemes
ease this problem. Dots can be deleted by dragging them to a discard drop zone, which
may not be intuitive to new users.

Points are anchored to particular features and their number isn't predetermined.
Anchors are implicitly placed at the corners of the image, so the morph fits completely
within the target space. This can lead some side featuresto be overstretched or
squashed.

The morphs are easy to specify, but their quality typically isn't very high since
selecting points offers little in the way of feature control. The triangulating algorithm
can also sometimes join up dots on unrelated features, which can cause unexpected
distortions. On the plus side, rendering is fast, rarely taking more than afew seconds,
and the morph can be seen being built up atriangle at atime.
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Figure 2.5, Triangles Overlapping. Here acentral dot has been moved out of the boundaries of a
quadrilateral formed by the other four dots. The result istriangles overlapping, shown as sharp edges
in the preview image.

One problem with this technique is that the generated triangles can overlap. Thiscan
lead to some parts of the image being drawn twice and othersnot at al. A simple
exampleis shown in figure 2.5.

While relatively simplistic, Morpheus does have several advanced features, such as
specifying keyframes and allowing points to be animated at different times during the
morph, as shown in figure 2.6.

Images of different sizes can be

morphed with the resultant image

taking the smallest, largest or a

predefined size. Frame and image

features appear to be managed

relatively so that using images of

different sizes or varying the

number of frames don't adversely

affect the morph.

Projects are rendered as a series of

image frames or in a standard Figure 2.6, Transition Control. The head is morphed
animation format. before the body. Notice the distortion by the ear.
2.2.2. Morpher

Morpher [FUJIO1] has an interface that will be immediately familiar to most Windows
users, complete with a toolbar containing options for loading, saving, using the
clipboard, performing undos and summoning help, but unfortunately there are traps for
new users. Firstly aproject must be explicitly loaded or created before the program
can be used rather than initially using a blank canvas, and secondly, before loading or
starting a new project the current project must first be closed. Thisisa useful
safeguard against accidentally losing a morph, but isn't the behaviour most users
would expect.
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Morphs and warps can be specified between any number of keyframes, with
thumbnails appearing at the bottom of the window. The number of intermediate
frames can be specified, and rendering can generate static frames or animationsin
three degrees of quality, which the program will then display. A progress bar informs
the user of the expected time until completion.

Morpher defines three modes of editing:
Image mode allows images to be moved to
fit within the user-specified viewport; point
editing allows points to be added by double-
clicking, selected by single clicking (which
can then be deleted), or dragged (the mouse
pointer turns into a hand, but the point only
moves when the mouse button is released, so
positioning isn't particularly precise); and
boundary mode which allows linesto be
drawn by selecting points in sequence, and
selected by double-clicking near aline. One
advantage of this system is that each mode
Figure 2.7, Features. Multi-coloured points ~ COr"@Sponds to a phase in specifying the
and lines denote image features, and multiple ~ Morph so that modes need only be changed
images can be morphed. once the user is happy, but this also resultsin
over-specified mouse actions which may confuse the user, for example, double-
clicking is used for both adding points and selecting boundaries. Points and
boundaries are shown in figure 2.7.

Other problems include alack of visual
indicatorsto display the current mode, no
obvious way of stopping a polyline other than
by changing modes and then switching back,
no clear correspondence indicator between
image points and boundaries (unless a feature
is selected), a help option that tells the user to
look at the help file, and if loading a project
failsthen it must still be closed before a new
one can be |oaded.

The morphs are generated fairly quickly (a

320x%240 image with about 50 points and

about 50 lines rendered in high quality mode  Figure 2.8, Ghosts: Without (left) and with
taking roughly 15 seconds on my test (right) boundaries.

computer) and are shown as they are generated. The quality also appears to be quite
good, especially when boundaries are specified, but unfortunately this can also lead to
ghosting. Morpher passes the "point in a box test' used on Morpheus, and also passes
when two points are moved out, but problems arise when the points are joined, along
with the side of the box that thisline crosses. Thisisillustrated in figure 2.8, where
boundaries can be seen to cause a ghosting effect. Another example of how
boundaries affect the resultant image is shown in figure 2.9.

Morpher is awell-featured tool that generates convincing morphs and warps with little
effort, but the interface is inconsistent, though the undo button is useful.
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2.2.3. WinMorph

WinMorph [KUMAO2] greets
users with arather cluttered screen
full of toolbars, panels and an
empty canvas, resembling a
software development environment
in many ways, as shown in figure
2.10. Though this looks confusing,
it conceals agreat deal of power
over the morphing and warping
processes. Fortunately a printable
manual isincluded.

WinMorph can work with

animations or still images, and

features can be specified using

many user-level primitives,

including curves, polylines and

ovals, though internally the

program uses the field morphing Figure 2.9, Effect of Boundaries: The bottom images
technique [BEIE92] to alignimage  show 50% intermediates of the top two. The left image
features. Automatic doesn't use the boundaries, the right one does.
correspondence can be turned off and features can be paired into “sets manually. This
makes things more complicated, but increases flexibility. Thereisa preview mode,
and the accuracy of the warp can be specified in the settings.

Figure 2.10, WinMorph Interface. WinMorph has powerful feature specification tools, but the
interface appears rather intimidating at first glance.

Animations can be rendered as AV files, which are shown in an external player after
being rendered. Thefileis specified in the settings, so successive renders will replace
previous animations. The sample project with 15 moderately complex features renders
24 framesin less than 30 seconds. Individual images cannot be rendered.

2.2.4. Other Software

There istoo much software around to fully review each product, so we now present a
summary of some other morphing programs.
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FaceGen Modeller [SINGO3] welcomes the user with aview of a3D head and allows
the texture and shape to be atered using multiple sets of dliders. Faces can be set up
with interpolated values for age, gender and race. Each object can have features
distorted along afixed scale, e.g. height of left eyebrow or orientation of forehead, and
the face can be shaped to show expressions and visemes. Symmetrical and
asymmetrical freeform deformations can be applied to aface by dragging within the
preview pane, and by loading a second face new faces can be interpolated or
extrapolated. The program uses a single interactive preview pane throughout with
features prespecified.

FantaMorph [ABROO3] first appearsto the user as a skinned interface with three
image placeholders marked Image 1, Image 2 and Preview. Buttons below and
between these allow for image loading, cropping, colour adjustment, magnification,
panning and adding, selecting and removing features. The features are denoted by
large green shaded circles with an alpha component, which help them stand out against
similar colour backgrounds but allows for less precise control. The rendering
algorithm isatriangular patchwork similar to that used by Morpheus, so the same
foldover problems apply. The automatic result - optimised for hardware acceleration -
can be played asit isrendered in a size of the user's choosing, and allows for a custom
foreground, background and mask. The animation or individual frames can then be
exported. FantaMorph is excellent for new users, but islet down by alack of precision
in feature specification and alow quality rendering algorithm.

Morphos [DARS98] is an attempt by the authors of [GOME99] to fit several morphing
techniquesinto asingle program. It does this by dividing a project into atree
containing subjects (images and feature overlays), results and schedulers to control the
transition rate. The working environment will be immediately familiar to most
Windows users, consisting of toolbars and a multiple document interface. After
loading a subject (image or 3D model) the user must choose a specification method
using the context menu. Features can then be added in the same way and moved by
dragging, athough the remove option appears to be permanently disabled. The
number of features is kept the same in the auto-assigned source and destination
images. Both warps and morphs can be rendered, with each output image opening in
the workspace asit isrendered. The program is a good demonstration of how different
warping techniques can fit into a single framework, but the system for specifying
morph seems unduly complex.

3. A Study of Requirements, Problems and Possible Solutions

Some things are common to every morphing program, but the proposed program has a
particular usein mind. In this section we look at what features are required of the
program, how these can be implemented, and how knowledge of the domain in which
the program is to be used can be exploited to produce a software product that is easier
to use and more effective than it might otherwise be.

3.1. Functional Requirements of a M orphing Program

In addition to basic consistency and usability requirements, any image morphing
program should be able to take two images, determine a correspondence, and render
the result to screen or disk. Where correspondence isn't automatic the user should
have the ability to pick out features on each image and to flag them as corresponding
to one another. The user should also be able to edit, delete and dissociate features. If
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an image is being rendered the user needs to be able to specify how far through the
morph the rendered image should be.

3.2. Functional and Non-Functional Client Requirements

Reguirements were obtained from the Client using non-directed questioning and
iterative prompting where it was reasonable to do so. The software they require would
be used to observe at what point people stop seeing the face of one species and start
seeing another in human-animal hybrids [HALL04] and follows on from previous
research [CAMP97] [ROSS01].

The Client requires an image morphing program capable of taking two faces of
different species and generating a progression of hybrids. Input imageswill be of a
common size and in greyscale, output should be as JPEGs. These shall constitute the
core mandatory requirements. There is no need to incorporate a viewer into the
program, as the Client will use a dedicated tool for image display and data collection.

The Client also expressed an interest in being able to create “triangular morphs' in
which hybrids are synthesised between each of the three pair combinations of three
target images. It isalso desirable that feature specification should be as simple as
possible whilst not losing the ability to create an effective morph.

It ismost likely that the program will be run on a Windows PC, but the Client has
access to a significant number of Apple Macs, so cross-compatibility is desirable.

The Client' s research will be carried out in parallel to work on this project, soitis
imperative that aworking product is available at the earliest stage possible.

The program should produce morphs as reliably as possible and should crash aslittle
as possible, even in early releases; and where there is a crash the user should be
informed graciously and with sufficient information to be able to report the problem.
A rendered morph - or preview - should be generated without an inconvenient delay of
more than afew seconds, and since old work will need to be loaded into new versions
future compatibility isimportant. Installation should be quick and simple.

3.3. Analysis of Problemsand Solution Strategies

We now examine some approaches, including those raised in Chapter 2, which may
help to meet the Client' s requirements.

3.3.1. The Morphing Interface

With so many possible approaches to the task, one of the first thingsto decide on is
which rendering algorithm will be used. We summarised some major algorithmsin
Chapter 2:

f Patch based methods are simple to specify and program, and fairly quick to
render, but they tend not to look particularly natural.

f Spline meshes are more natural and render quickly, but require more skill on
the part of the user.

[ Field-based warping isintuitively expressive for the user and relatively quick
to program, but rendering is slow.

f Energy minimisation, radial basis, and thin plate spline models are complex to
program and slow to render, though feature specification may be easier.
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f Finaly, freeform deformation techniques can be more intuitive for the user and
lead to more accurate feature specification with reasonabl e rendering times, but
areinitially more complex and require greater developmental effort.

Each of these techniques presents its own problems, such as foldover and the
bottleneck problem in the B-Spline mesh, and ghosting and buckling in field
morphing. The program should seek to minimise the effects of these artefacts whilst
retaining the level of control demanded by the user and not complicating things more
than is necessary. The interface could, perhaps, flag awarning if there appearsto be a
problem in the specification, or even attempt to rectify theissueitself. Thiscould be
performed at render time so the user works with one level of feature primitives and the
program works with alower level.

All of these algorithms make reference to some type of feature, whether that be the
contours of an object or the control pointsin amesh. Throughout the rest of this report
we shall refer to such distinguishing elements as features.

The software we looked at in Chapter 2 had many varying approaches to feature
specification, and none seemed to be immediately intuitive to anew user. The
interface must alow features to be constructed, edited, deleted, and possibly paired.
This may require the ability to select one or more features. These operations can be
actioned by performing particular gestures, operating in a particular mode, or a
combination of thetwo. Since anew user will expect to use the mouse to control
features we have arange of gestures available, including movement, scrolling,
dragging, and clicking one or more times.

The typical routine for specifying afeatureislikely to involve adding the feature and
then adjusting it. Feature construction may consist of stamping a point, drawing aline,
or composing a polyline, operations usually associated with (left) mouse click and
dragging gestures. Similarly, making a selection or adjustment is also usually
performed with aclick. In order to maintain this consistency the interface should
allow to mouse to act in one of several modes, which must be switched between soon
after specifying any feature. Thisistedious and can confuse the user asto what mode
they arein, even with visual cues.

As an aternative, the functionality could be reassigned to other mouse gestures. This
would lead to and counter-intuitively over-specified mouse, and could also present
problems if the program was run on a Mac, which normally has only one mouse
button. The common strategy used by graphics programs such as PaintShop Pro isto
employ separate modes, but creating a graphic is less agorithmic than specifying a
morph, so the modal approach appears less prominent to the user. A middle-of-the-
road alternative would be to combine keyboard modifiers with mouse gestures, as used
by FaceGen Modeller [SINGO3], which explains this behaviour to the user with atext
label.

Correspondence specification needs careful consideration. It isunusual to work with
two images in order to generate just one (or an animation), so it isn't easy to make
such an interface intuitive for the user. In the software review we saw two main
approaches to specifying correspondence:
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f Mirror the features created on one image onto the other where they can be
edited. Thiscan lead to clutter and confusion, especialy if features overlap,
but it ensures correspondence between compatible features.

f Create features independently on each image and then explicitly pair them.
Thisensuresthat all features are fitted to the correct places on the images and
not simply duplicated and left, but features may be unpaired, or attempts may
be made to pair incompatible shapes. This pairing phase requires additional
work by the user.

It wouldn't be too difficult to imagine a third approach that combined the convenience
of automatic correspondence with the flexibility to express each corresponding feature
independently:

f (Semi)-automatic feature correspondence that dynamically creates a
correspondence between feature pairs at render time based upon their
attributes.

An increasingly common area of investigation is transition control. In basic morphing
techniques each feature will morph at a constant rate across the whole animation. This
doesn't look fluid if two morphs are glued on to one another, and moreover, amorph
can be made more interesting by animating different sections at different rates,
directing the viewer' s attention to specific parts of theimage. This may lead to more
believable "transformation’ animations, but doesn't produce reliable hybrids (unless
applied by modelling a genetic transformation of the hox genes, which affect how and
where features develop). For thisreason feature transition control will not be a maor
part of this project.

3.3.2. Automation

Given that we have a known domain in which we our program will operate, can we
make use of speciaist knowledge to smplify the task of specifying the morph? We
have already seen how snakes use edge detection to shape themselves to the contours
of an image, but if we know what that image is can we make feature specification any
easier?

While many animal faces have similar characteristics * eyes, nose, mouth etc, the
configuration of these can vary substantially between species, such as the front-facing
eyesin predators compared with the side-facing eyes of prey. Eachisclearly aface,
but can the program use such a generalisation, or is a greater familiarity with each
species of face required? This question has parallels with the subject being
investigated by the Client + at what point do we stop seeing the face of one species and
start seeing the face of another? The Psychological approach suggests that humans
have prototypes for different types of faces. These prototypes can be thought of as
visual template that match any face within certain bounds. Thisidea of a set of
templates could be extended back to the program. If atemplate were superimposed
over afaceit would be easier to specify features, and this could even be done with a
degree of autonomy.

There have been many other attempts at using edge detection and Hough transforms to
detect and pair image features, with afair degree of success. Combining thiswith
biometric data and methodol ogies could advance such approaches. Similar techniques
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may work in a semi-automatic environment to bring ease and precision to manual
accuracy and flexibility.

The area of automation is alarge area under significant investigation. Due to the
constraints on this project automation techniques will be investigated at a later stage.

3.4. Deter mining Success

A successful system will meet the Client' s mandatory requirements of a program that
can generate arealistic hybrid image at a specified point for any two input images, and
then save that image to disk. Ideally feature specification should be as simple and
automatic as possible without any side effects. A reasonably advanced system will
allow the specification of “triangular' morphs between any two images in a set of
three.

The program will be deemed a success if it:

f Meetsthe mandatory requirements.
[ Isagreed as successful by the Client.
f Isusedintheresearch task it was designed for without significant trouble.

In addition, feedback from the Client will be very useful in addressing issues and
gauging how well the tool is being received.

4. Designing the Tool

We have investigated many of the problems that the morphing tool will need to
address, and identified possible approaches to finding solutions. The following
chapter decides on what approaches the software will actually take and proposes some
initial design features for the tool.

4.1. Rapid Development Requirement

One of the first things to note about the requirementsis the timescale. Software
development can overrun at the best of times, particularly asthere are few reliable
way's to estimate in advance the time resources required for aproduct. The Client will
require afunctioning product less than half way through the course of this yearlong
project, and the design strategy should reflect this, and build in an ample time buffer
where at all possible. Asaresult programming will be a high priority in the early
stages of the project, though this needs to be balanced with the research requirements.

Theinitial emphasisis on producing a morphing program, as thisis the most
fundamental of all the Client' swishes. User experience and interface heuristics are of
acomparatively low priority. While these things are indisputably important in any
interactive program, they are of little use if the program lacks core functionality. One
consequence of thisisthat theinitial releases may bare little resemblance to the final
plans either visually or functionally, and may in fact exist more as atest suite than a
standard application environment. The program will be evolutionary, and in keeping
with the themes of this project, will itself morph as the code is refactored.

Finally, releases will be made available at regular intervals. This ensures that the
Client always has the latest version, that any bugs can be addressed rapidly, shows
evidence of progress, and gives the Client a sense of being more involved in the
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product’s development. Releases will be made available through a mutually accessible
website [WEBS] with email notification of any significant updates.

While I'm not rigidly following any particular software development methodology, it
isworth noting that frequent releases, continual refactoring and constant client contact
are major aspects to the Extreme Programming paradigm, though the level of testing
will amost certainly be below that demanded by XP.

4.2. A Framework for Representing the Morph

An unfortunate consequence of the limited timescale is the lack of time available in
which to test the framework upon which the product is being built. Thereisthe
requirement that the framework be flexible enough to accommodate future changes
with minimum refactoring, but such aframework would also require a significant
amount of time to build. Consequently it has been decided that a moderately flexible
framework be built-in so that new morphing algorithms can be "plugged in' at alater
date. Since thiswould require significant testing the workload will be minimised by
restricting the user interface to only perform tested operations, and only testing
operations that have a potentially working concrete implementation. This allows for
moderately rapid development whilst still releasing a stable program.

This proposed system for framework development still allows bugsto creepin, and
spurious bugs are al the more likely when significantly refactored code is released on
afrequent basis. To thisend asimple error reporting facility will be built in,
facilitating the transport of the exception's stack trace to the Developer for analysis.
Thiswill rapidly identifies faults and alow for an immediate correction, it will also
mean that faults that aren't spotted or reported by the user aren't missed.
Unfortunately such atrace is not always sufficient to identify abug, so the Client is
encouraged to give feedback. The user should be notified of these otherwise covert
communications.

Figure 4.1 shows asimplified DistortionCollection Bufferedimage

overview of the proposed 1 1

framework. It will work with 1 1

Di st orti onFr anes, which R 2

f'are considered to cc_)mprise of an DistortionFrame —D Frame

image and a collection of features L _—

representing distortions, labelled % - -

uni quely W'th| n the DistortionKeyFrame ﬂﬁ KeyFrame W

Di storti onFrane. The , e ———

distortion features will comprise

of instances from a class Q

hierarchy, and they will be _ e 7}
WarpKeyFramePair InterpolatedKeyFramePair

organised such that only features
with acommon superclass with a Lﬁ
sufficient enough concrete

implementation can be added to a
Di storti onFrane's Figure 4.1, Morphing Framework. A simplified class
: diagram of key classes used to represent the morph.
collection R
: "Distortion' refersto any warp feature.

MorphKeyFramePair

Di storti onFranesmay beDi st orti onKeyFr anes, two of which comprise
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anl nt er pol at edKeyFr anmePai r. Subclasses of this provide facilities for
generating frames between the keyframes. In the case of War pKeyFr anePai r a
rendering routine is selected based upon the nature of the distortion feature instances.
For our purposes we consider Mor phKeyFr anePai r to extend

War pKeyFr anePai r . While this may at first glance appear a perfectly reasonable
thing to do since the two are intimately related and operate on the same images,
complications start to emerge when you consider that one morph requires two warps.
While this solution isn't as elegant as we would like, it meets our needs without
overcomplication.

Configuration options will be held either as properties of a Mor phKeyFr anmePai r or
War pKeyFr anePai r, in the first keyframe of the
I nt er pol at edKeyFr anePai r, or in apersistent backing store.

4.3. Operating Environment

We have decided to write the program in Java 1.4. While this may result in some
additional cost in rendering time, the relatively rapid development time and platform
independence are helpful in meeting the Client' s requirements.

The initial morphing algorithm will be Beier and Neely' s field morphing technique
[BEIE92] sinceit allows a high degree of control over the morph by letting the user
pick feature contours using moderately intuitive straight lines, and the paper details the
algorithm in such away as to make implementation quick. Again, thiswill beto the
cost of the rendering speed since the render time is proportional to the number of
feature lines. Future releases may extend the straight lines into user-level splines.

[GOME99] identified three types of interface used to specify a correspondence:

f Sde-by-sideinterfaces work by showing both source and target images
simultaneously. Thisis most the most common design used by morphing
programs, but doesn't always fit neatly on screen and can confuse matters
having to edit two spacesin order to create one.

f Sngle-window interfaces only show one image at atime and are sometimes
used for warping since there is no destination image, and a good feeling for the
distortion can be obtained by showing a path between source and target
features. This style doesn't work so well with morphs asit is more difficult to
check whether two features correspond.

f Automatic interfaces provide the user with away to tell the computer how to
automatically specify the morph. Few systems are fully automatic, and most
semi-automatic systems are hybrids that still allow some user-level feature
control.

Ininitial releases we will use two side-by-side panes since correspondence is easier to
specify when you can see both images, and there will not be sufficient automation to
restrict interactive feature correspondence, though it is eventually hoped to be able to
expand beyond this into a multiple document interface in which any number of internal
windows may be opened, each representing a keyframe. Source and target frames
could then be specified and features paired up automatically. Asthe product develops
it is hoped that we will be able to progress towards a more automated interface.
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Once the interface is sufficiently specified we can start to apply a more intuitive
interface. Nielsen [NIEL93] identified ten important heuristics for effective user
interface design:

Smple and natural dialogue + information should be presented in alogical
order without excess complexity.

Foeak the user’ s language + use non-system terms from the user' s perspective.
Minimise the user’s memory load + group related items, hide irrelevant
features, and make use of patterns familiar to the user.

Consistency * afamiliarity with the interface allows rapid learning and
exploration of features.

Feedback + inform the user what is happening and alert them of any
irreversible actions. Distinguish between passive status and active aerts.
Clearly marked exits + undo and cancel should be available at a glance.
Shortcuts + advanced users may benefit from keyboard shortcuts, macros,
scripting interfaces etc.

Good error messages * short, clear messages that don't blame the user and
suggest away to rectify the problem.

Prevent errors + a good interface can stop some problems ever occurring.
Modes partition functionality and can make error prevention more difficult.
Where they are used the selected mode should be clearly stated.

f Help and documentation + searchable task-oriented help is more likely to be
read by a user than manuals, and context-sensitive help can add to clutter.

~n ~n ~h ~n ~n ~n ~n ~h ~n

The design of the interface will take these into consideration, particularly in later
releases once the priority aspects of the system have been completed. In particular, the
user interface will be styled to integrate into the native Operating System' s look and
feel, and style guidelines where thisisfeasible. On the Mac there are some special
considerations to be taken into account, including a menu bar integrated into the top of
the screen, implementation of the items in the system menu without duplication
elsewhere, buttons only ever appearing a single colour, and arranging the window so
that the resizing glyph isn't drawn over key components.

No satisfactory solution has been found to the issue of feature specification, though the
best examples seem to strike a balance between overspecifying the mouse and
providing too many states. Considering that the program may be used in an
environment with only one mouse button it isimportant not to rely on a second or third
button. We have decided that three states are needed + one for adding features, one for
editing features, and athird for selecting features. By enabling features to be selected
we can introduce an ability to affect groups of features, for example, features can be
selected and then deleted by clicking a delete button. While we could have a delete
state to do this, it would just confuse the user and require more mouse clicks. By
making deletion a two-stage process it reduces the chances of the user deleting lines by
accident. To speed up selection the right mouse button will be used as a sel ection tool
that can be invoked from any state.

Feature correspondence would appear to be best addressed by mirroring the features to
the second image as they are placed on thefirst, then allowing editing. This system
has its problems, but morph specification is tedious enough without having to
manually select pairs of lines. This might not work so will in the multiple document
interface.
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Help will be provided on the project website, but since the nature of the software is
constantly evolving it will not be a priority to update the documentation unless there
have been significant changes. While the program is under development the
documentation will only provide limited help to the user.

4.4. System of Releases

Thefirst set of releases will enable basic specification of a morph in awindow with
two image panes, which allows rapid devel opment and testing of new features. Images
must be loaded into either pane and the render is preset to morph between them.
Renders will appear in a separate window, with each version giving more control over
the render.

The second set of releases will introduce the multiple document interface. While a
nested window system may initially confuse users, it adds significant power to the
program and is an important stage in its evolution. Since each frame will have its own
window there will be no need to have separates load and save options, and the notion
of aworkspace will be decoupled from the notion of a pair of keyframes forming a
morph since the workspace may contain more than two frames. Thiswill realise the
client'sdesire for “triangular' morphs. Feature correspondence will be more difficult
since it may no longer be possible to automatically mirror features. It may be possible
to create some semi-automatic pairing system.

Specifying arender would be significantly different. Asthe source and target frames
aren't known these must be specified before anything can be generated, but this
eliminates the need to be able to swap source and target images. Once animageis
rendered it can itself be added to the workspace and used as a keyframe in another
morph, allowing some degree of polymorphing.

Subsequent releases will build further on this more modular framework to include a
hierarchical labelling system so that features with the same name are automatically
paired, alowing two frames with similar configurations to be loaded in and a morph to
be generated almost automatically. In addition to individual features, groups will be
able to move and be resized collectively.

These releases will also examine how the domain can be exploited to alow more
automatic specification of morphs. A likely starting point will be a system of
templates that can be dragged and dropped from atemplate library. These would
integrate into the hierarchical labelling system, reducing the amount of work required
for correspondence. In addition, any group within the hierarchy could be exported to
the template library. Later versions may then attempt to put some automation to the
process.

5. Implementation, Testing and Feedback

At this stage in the project the first set of releases have practically been completed,
though it' s still relatively early in the devel opment process, so this section outlines
some of the progress so far.
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5.1. Implementation

Thefirst release of the morphing tool was made available shortly after the start of the
project, and following the initial release upgrades were made available at roughly
weekly intervals. The program currently supports full specification of features,
loading and saving of images, frames and projects, configuration options, rendering of
specified frames in a morph or warp sequence, a preview option, rendering of frames
in awarp or morph sequence, and automatic reporting of unexpected exceptions.

I nterface components are
collected together under the
name Jazz, which includes an
enhanced toolbar, a drag-pan
button, and an image panel
designed to display an image
with multiple options for size,
scale, central point, alignment,
and the overlay of other
graphical elements, such asthe
crosshairsin the zoon pane and
the vector features. Themain
window is shown in figure 5.1.

Worthy of noteisthe preview Figure 5.1, Main Window. The main window of the
feature. A problem with the morphing tool first releases.

main render option isthat it can take in excess of a minute to render a modest frame.
After reviewing the code we were able to confirm that the speed issue was related to
the point calculation rather than the plotting, and it seemed to be little that could be
done to optimise the routine. Instead, we noted the relatively low cost of plotting and
relatively high cost of the point calculations. Speed could be maximised if point
calculations were minimised. Since fields tend to be continuous, the weighted average
offset for one pixel will be very near to the weighted average offset for a pixel adjacent
toit. Infact, aimost any group of pixels not exceptionaly close to a vector will have
similar offsets. This means that for afixed block of pixelswe can calculate the offset
of one pixel and assume that the same offset can be applied to all the other pixelsin
that group, so effectively a chunk of one of the keyframes will be copied onto the
render. There are many ways to enhance this, but for a quick preview it works
relatively well, and since the field space is continuous, we can let our block size reduce
to one and the result is our full rendering routine, confirming that the approximation is
valid.

Figure 5.2. compares afully rendered hybrid with a preview consisting of 64 square
blocks of offset. Note that as the nose has a high density of featuresit is one of the
least well previewed parts on the image.
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Figure5.2, Main Window. Therender on the left took 38s, the preview on the right
took 2s at aresolution (square block size) of 50. Theimage size is 400x400 pixels and
comprised 7 line features, most densely around the nose.

5.2. Client Feedback

Due to the necessity to work closely with the Client | have been receiving feedback on
the program since | started releasing it, including a session during which | had the
opportunity to informally observe the Client using the software. This highlighted
some minor problems and hel ped to prioritise planned changes, including:

Ensuring that features are always visible on images.

Implementing some keyboard shortcuts, such as delete.

Filling empty pixels with a background colour to hide any discontinuity.
Hiding some interface components, and making others more prominent.
Providing labels to describe the rendered image.

Prioritising the need for a selection mode.

Using asingle render button rather than three for warps and morphs.

Some bugs were identified and traced.

Some passive feedback areas of the user interface were made more responsive.

~h YR ~h ~—h —h —h —h —h ~—H

6. Conclusions at This Stage

This report was written at roughly half way through the project, so we now take a brief
look back at what has been achieved and alook forward to what still needs to be done.

6.1. Progressto Date

So far we have looked at what morphing is and how it can be used. We then went on
to look at different techniques that could be used for morphing and the benefits and
problems with each, as exemplified in the software review. An anaysis of the Client's
reguirements then followed, along with a discussion of the particular problemsin this
project and how available techniques and other ideas may provide workable solutions.
Following on from this, we settled on a particular route for the design consisting of
frequent releases and client interaction. Thiswas then all brought together in the
implementation and Client feedback. We now have a piece of working software that
meets the Client' s mandatory requirements.
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To date there have been five significant releases of the software tool, currently
following the classic two-pane editing paradigm. The program allows feature
specification with several visual cues such as highlighting of corresponding points and
lines whenever the mouse hovers over them, and custom line colour options. Morphs
can be generated at 1% intervals or as batch image renders using aloose
implementation of the framework described in Chapter 4. A preview feature exists and
control options alow customisation over the warp, including custom values for the
Beier Neely weight. Feature transition isfixed aslinear, though thisis acceptable as
the Client' sinitial plansinvolve only globa morphs of the subjects.

Projects can be loaded and saved as zipped amal gamations of lossless PNG images and
loose XML descriptors, chosen because they are portable, recognised standards, quick
to implement and easily extensible for compatibility with both newer and ol der
versions. Internally features are stored in a hierarchy to allow for future expansion
into templates of other feature groups. Individual frames can also be loaded and saved,
with morphs only being generated between lines that are paired, by which we mean
they have the same internal label. At present thisis automatically assigned, but is
planned that future versions will introduce a meaningful labelling system to
compliment the hierarchy.

Releases are made available via the project website [WEBS], to which stack traces can
be uploaded if an exception is thrown.

6.2. Work Still to be Done

The software currently meets the Client' s mandatory requirements, though is far from
complete. Some aspects of the user interface need clearing up and aspects of the code
need more extensive testing. Progress has still to be made in ensuring a quality morph
without ghosting effects, and the labelling and template features have yet to be
implemented, as has any form of automation, such as snapping corners to the point
with the steepest local gradient. Many of these features will be significantly easier to
implement and for the user to control once the multiple document interfaceis
implemented.

6.3. Directions for Future Work

While morphing can be seen as a texture-transforming operation, the image being
operated on often has atexture of itsown. One thing that has been apparent whilst
running test morphsis that while it may be possible to correspond features such as
eyes and noses, thisdoesn't alow you to turn fur into feathers any better than a
standard cross-fade does. In order to generate more realistic morphsit may be
necessary to morph this texture separately and map it back during the image morphs.

As warping techniques change focus from what is being morphed to what it represents,
maybe one day we will be able to feed in two animal images with corresponding
genetic information and generate a true synthetic hybrid.
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